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1 Summary

The conference will expose early career researchers to cutting-edge research at the interface of applied

mathematics and machine learning. It will also help identify new research directions and will foster the

building of new collaborations between research groups in the Texas-Louisiana area and other regions.

The conference will include graduate students, postdoctoral fellows, and established researchers from

academia and industry, and provide a platform for early career researchers to learn and discuss recent

advances in mathematical methods for machine learning and data science.

In more detail, the conference will feature ten lectures delivered by Dr. Lars Ruthotto from Emory

University. The lectures will be divided into three modules. Module 1 consists of three introduction

lectures on machine learning (e.g. deep neural networks, learning problems). The second module, also

of three lectures, will introduce important components of applied mathematics in machine learning

(e.g. optimization, regularization). The last module will focus on the use of machine learning in

critical problems in computational and applied mathematics (e.g. inverse problems, high dimensional

partial differential equations). These lectures will be supplemented by a dozen contributed talks

from participants, a poster session, a mentoring academic panel and a second panel that will feature

researchers from industry (e.g. oil and gas, medical center).
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2 Program

Time Monday Tuesday Wednesday Thursday Friday

0800 - 0830 Check In

0830 - 0900 Welcome Check In Check In Check In Check In

0900 - 1000 Lecture 1 Lecture 3 Lecture 5 Lecture 7 Lecture 9

1000 - 1030 Break Break Break Break Break

1030 - 1130 Lecture 2 Lecture 4 Lecture 6 Lecture 8 Lecture 10

1130 - 1300 Lunch Lunch Lunch Lunch Lunch

1300 - 1345 Talk Talk Talk Talk

1345 - 1430 Talk Talk Talk Talk

1430 - 1500 Break Break Break Break

1500 - 1545 Talk Panel Discussion Talk

1545 - 1630 Talk Panel Discussion Talk

1630 - 1700 Break Break

1700 - 1900 Posters Social Event
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3 Lectures

Principal Lecturer: Dr. Lars Ruthotto

Dr. Ruthotto is an internationally recognized leading researcher in scientific computing, inverse prob-

lems, PDE-constrained optimization, machine learning, and mathematical and numerical methods for

deep learning. He is a Winship Distinguished Research Associate Professor in the Department of

Mathematics and the Department of Computer Science at Emory University. He received his Ph.D.

in Mathematics from the University of Münster in Germany in 2012. After his PhD, he joined the

University of British Columbia for a Postdoctoral Research Fellowship from 2013 through 2014. He

became a faculty at Emory University in 2014.

He was a Senior Fellow at the Institute for Pure and Applied Mathematics in the long program

on Machine Learning for Physics and Physics of Learning in 2019. He also held a position as Senior

Consultant at XTract Technologies Inc., a company that provides artificial intelligence technologies to

telecommunications, transportation, health care, and environmental sectors, from 2017 through 2019.

He leads the Emory REU/RET site for Computational Mathematics for Data Science. Dr. Ruthotto

received the NSF Career Award in 2018.

Dr. Ruthotto has a track record of top-tier publications in areas such as computational math-

ematics, optimal control, machine learning and optimization. He has given over 60 invited talks at

top research universities and flagship meetings in applied and computational mathematics. He has

also contributed to several conferences and workshops. He was the co-chair of the SIAM Conference

on Mathematics of Data Science in 2022 and a co-organizer of the workshops on Theory of Deep

Learning at the Isaac Newton Institute for Mathematical Sciences at the University of Cambridge and

Optimization under Uncertainty: Learning and Decision Making at the Banff International Research

Station both in 2021.

His professional service includes chairing the SIAM Activity Group on the Mathematics of Data

Science, being a section editor in the Machine Learning Methods for Scientific Computing section

at the SIAM Journal on Scientific Computing, and being an associate editor at SIAM Review in the

research spotlight section.

Lecture Outline

• Lecture 1: Machine Learning Overview: Data-driven approximation framework: bias-variance
tradeoff, double descent, and intersection of computational mathematics and AI.

• Lecture 2: Neural Network Architectures & Loss Functions: How mathematical structures
(convolution, attention, depth) encode inductive biases; covers CNNs, GNNs, Transformers,

ResNets.

• Lecture 3: Optimization for Machine Learning: Stochastic vs. sample average approximation,
backpropagation, second-order methods, and foundations of SGD.

• Lecture 4: Why SGD Works: Theory–practice gap: implicit regularization, gradient flow,
Langevin dynamics, and benign loss landscape structure.

• Lecture 5: Adaptive Optimization Methods: Momentum, adaptive methods (Adam, AdamW,
Lion), and structured second-order approximations (K-FAC).

• Lecture 6: PDE Framework for Generative Modeling: Normalizing flows, optimal transport, flow
matching, and diffusion models from classical PDEs.
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• Lecture 7: Scientific Machine Learning for PDEs: PINNs and neural operators: when do ML
methods provide improvements over classical solvers?

• Lecture 8: High-Dimensional PDEs: Breaking curse of dimensionality with neural networks and
smart sampling; Hamilton-Jacobi-Bellman equations and mean field games.

• Lecture 9: Machine Learning for Inverse Problems: Why direct networks fail; Bayesian inference
with diffusion priors and posterior sampling.

• Lecture 10: Mathematical Discovery and Theorem Proving: AI discovers novel algorithms;
theorem proving with machine-assisted formal verification in proof assistants.
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4 Talks

Title: Exploiting Low-Dimensional Data Structures and Understanding Neural Scaling Laws of Trans-

formers

Authors: Alex Havrilla1, Zhaiming Shen1, Alex Hsu2, Rongjie Lai2, and Wenjing Liao1,⋆

Affiliations: 1 Georgia Institute of Technology, 2 Purdue University

Abstract: When training deep neural networks, a model’s generalization error is often observed to

follow a power scaling law dependent on the model size and the data size. A prominent example

is transformer-based large language models (LLMs), where networks with billions of parameters are

trained on trillions of tokens. A theoretical interest in LLMs is to understand why transformer scaling

laws emerge. In this talk, we exploit low-dimensional structures in language datasets by estimating its

intrinsic dimension and establish statistical estimation and mathematical approximation theories for

transformers to predict the scaling laws. This perspective shows that transformer scaling laws can be

explained in a manner consistent with the underlying data geometry. We further validate our theory

with empirical observations of LLMs and find strong agreement between the observed empirical scal-

ing laws and our theoretical predictions. Finally, we turn to in-context learning, analyzing its scaling

behavior by uncovering a connection between the attention mechanism in transformers and classical

kernel methods in machine learning.

Title: Neural Network Approaches for Optimal Control: Implicit Hamiltonians and Transferable Poli-

cies

Authors: Ján Drgoňa1, Eric Gelphman2, Kelvin Kan3, Krishna Kumar4, Xingjian Li4, Stanley Osher3,

Deepanshu Verma5,⋆, Samy Wu Fung2, Nicole T. Yang6

Affiliations: 1Johns Hopkins University, 2Colorado School of Mines, 3University of California, Los

Angeles, 4University of Texas at Austin, 5Clemson University, 6 University of Tennessee

Abstract: This talk presents two neural network methodologies advancing optimal control beyond cur-

rent limitations. First, we address implicit Hamiltonians in practical problems like space shuttle reentry,

where existing methods fail without explicit feedback control formulas. Our end-to-end implicit deep

learning approach directly parameterizes value functions to handle the underlying implicit structure

while enforcing physical principles through the relationship between optimal control and value function

gradients, bridging Pontryagin’s Maximum Principle and Dynamic Programming. Using Jacobian-free

backpropagation, we efficiently train implicit networks for high-dimensional feedback controllers in

previously intractable scenarios.

Second, we tackle the computational burden of re-solving problems when objectives change. Our

function encoder framework learns reusable neural basis functions enabling zero-shot adaptation

through offline-online decomposition: basis functions are learned once, while adaptation requires only

lightweight coefficient estimation. Experiments demonstrate near-optimal performance across diverse

dynamics with minimal overhead.

These approaches expand neural HJB applicability by handling structural complexity through implicit

Hamiltonians and enabling operational flexibility through transferable policies for real-time deploy-

ment.

Title: Adaptive, Fast, and Scalable Methods for Large-Scale Nonlinear Optimization

Authors: Raghu Bollapragada1,⋆, Chengyue Zhang1, and Thomas O’Leary-Roseberry2

Affiliations: 1The University of Texas at Austin, 2Ohio State University
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Abstract: Nonlinear optimization problems arise in a wide range of applications, from inverse prob-

lems to training deep learning models. The scale, computational cost, and complexity of these models

make classical optimization techniques impractical. To address these challenges, we propose new op-

timization methods that are particularly well-suited for distributed computing implementations. Our

techniques employ adaptive sampling strategies that gradually increase the accuracy of step compu-

tations to enhance efficiency and scalability. Additionally, they incorporate second-order information

through Hessian averaging approaches, resulting in faster convergence. We provide some interesting

(and perhaps surprising) fast local convergence results for our methods. The effectiveness of the

proposed algorithms is demonstrated through numerical experiments on large-scale machine learning

models.

Title: Optimization for Sampling and Sampling for Optimization

Authors: Eric Chi1,⋆

Affiliations: 1University of Minnesota

Abstract: Sampling and optimization are two general computational approaches that enable statistical

modeling and machine learning. This talk will highlight recent work on how they can help each other

in practice. The first part of the talk covers how algorithmic primitives from non-smooth optimization

can aid Markov chain Monte Carlo (MCMC). We discuss how the Moreau-Yosida envelope can be

used to make importance sampling more reliable for estimating characteristics of a high-dimensional

target distribution. The second part of the talk covers the utility of Monte Carlo approximations of

proximal maps within widely used fixed-point methods.

The first part is joint work with Apratim Shukla (IIT Kanpur) and Dootika Vats (IIT Kanpur). The

second part is joint work with Nick Di (Rice University) and Samy Wu Fung (Colorado School of

Mines).

Title: Hyperbolic machine learning moment closure models for kinetic equations

Authors: Juntao Huang

Affiliations: University of Delaware

Abstract: In this talk, we take a data-driven approach and apply machine learning to the moment

closure problem for the kinetic equations, including radiative transfer equation and Boltzmann BGK

equations. Traditional closures often rely on empirical assumptions, while naive machine learning

closures can violate structural properties of the PDEs, leading to ill-posedness and numerical instability.

To address these challenges, we propose a gradient-based moment closure, where neural networks

directly learn the gradient of the high-order moment. Furthermore, we develop two strategies to

enforce hyperbolicity, ensuring well-posed and stable evolution.Extensive benchmark tests—including

variable-scattering, Gaussian-source, and two-material problems—demonstrate that our hyperbolic ML

closures achieve high accuracy, robust stability, and strong generalization beyond training regimes.

Title: Exploiting Structure for Reliable, Efficient Training

Authors: Elizabeth Newman1,⋆

Affiliations: 1Tufts University

Abstract: Deep neural networks (DNNs) have been successful high-dimensional function approxima-

tors in countless applications. However, training DNNs is notoriously challenging, requiring significant

time and computational resources. In this talk, we will make training easier by exploiting commonly
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used network structures, incorporating second-order information, and ensembling to reduce compu-

tational overhead and improve generalization. In the first part of the talk, we will describe training

strategies designed for separable DNNs in which the weights of the final layer are applied linearly. We

will leverage this linearity in two ways: using partial optimization (variable projection) in the deter-

ministic setting and iterative sampling in the stochastic setting. We will demonstrate empirically that

both approaches yield faster convergence to more accurate DNN models and less sensitivity to training

hyperparameters. In the second part of the talk, we will further leverage variable projection (VarPro)

to enhance gradient boosting, a greedy training strategy that iteratively optimizes lightweight learners

to build an expressive ensemble. We will discuss some theoretical benefits of VarPro in the boosting

setting and provide empirical support of the benefits of boosting with VarPro on a variety of regression

and classification tasks.

Title: Worst-Case Learning: the View from Optimal Recovery

Authors: Simon Foucart1,⋆

Affiliations: 1Texas A&M University

Abstract: Rooted in Approximation Theory, Optimal Recovery can be viewed as a trustworthy learn-

ing theory focusing on the worst case. Regrettably, compared to more popular Machine Learning

alternatives, the classical theory of Optimal Recovery overlooked the computational aspect, with a

few exceptions, e.g. the development of spline functions. Nowadays, modern optimization techniques

facilitate advances—even theoretical ones—on the minimax problems that abound in the field. The

talk will illustrate this point by showcasing a few snippets from the speaker’s recent work (e.g. full

recovery from deterministically inaccurate data in Hilbert spaces, prediction of vector-valued functions

based on merely convex models, prediction of the maxima of Lipschitz functions from inaccurate point

values).

Title: Data-driven hyperbolic conservation laws

Authors: Lizuo Liu1, Lu Zhang2,⋆, and Anne Gelb1

Affiliations: 1Dartmouth College, 2Rice University

Abstract: Hyperbolic conservation laws are fundamental to modeling wave propagation, fluid dy-

namics, and collective behavior across science and engineering. Despite their universal importance,

traditional numerical solvers rely on explicitly known flux functions and parameters, which are often

unavailable in realistic scenarios where only trajectory or observation data are accessible. In this talk,

I will discuss our recent work in data-driven approaches for learning hyperbolic conservation laws that

preserve their intrinsic physical and mathematical structures. These developments combine principles

from numerical analysis, partial differential equations, and machine learning to construct models that

are both predictive and faithful to the underlying conservation and stability properties of the governing

equations.

Title: Universal Approximation for In-Context Operator Learning

Authors: Steven Chiu, Aditya Nambiar, Ali Hamza Abidi Syed, Jonathan W. Siegel⋆, and Ulisses M.

Braga-Neto

Affiliations: Texas A&M University

Abstract: In this talk, we consider the problem of in-context learning of operators using neural

networks. In this paradigm, a neural network is initially trained on a range of operators. At inference
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time, the network is passed a sequence of example inputs and outputs, and based upon this it infers

the operator and can apply it to a new input. We will give a precise mathematical formulation of this

problem, and show that a newly developed architecture, DeepOSets, is universal in the sense that it

can in principle learn any compact collection of operators.

Title: Optimal approximations of multivariate functions on smooth manifolds using deep ReLU neural

networks

Authors: Demetrio Labate1,⋆, Ji Shi1

Affiliations: 1University of Houston

Abstract: The expressive power of deep neural networks is manifested by their remarkable ability to

approximate multivariate functions in a way that appears to overcome the curse of dimensionality. This

ability is exemplified by their success in solving high-dimensional problems where traditional numerical

solvers fail due to their limitations in accurately representing high-dimensional structures. Under the

assumption that a function is defined in a d-dimensional manifold embedded in a space of higher
dimension D, we prove that the uniform convergence estimates of the approximation by deep neural
networks with ReLU activation functions do not depend on the ambient dimension D but only on its
lower manifold dimension d , in a precise sense. Our result improves existing results from the literature
where the approximation was shown to depend weakly on D.

Title: Certifiable operator learning from data: Building approximations to PDE solution maps

Authors: John Turnage1, Matthew Lowery1, John D. Jakeman2, Zachary Morrow2, Akil Narayan 1,⋆,

Varun Shankar1

Affiliations: 1University of Utah, 2Sandia National Laboratories

Abstract: We consider the problem of learning an unknown, possibly non-linear operator K : X →
Y, with X ,Y separable Hilbert spaces. This is accomplished via a supervised learning procedure,
with independent samples f i drawn from a tailored probability measure on X and (possibly noisy)
observations g i = K (f i ) + ηi . For a fixed probability measure ρ on X , the admissible class of
operators, L2ρ(X ;Y), is taken to be the Hilbert space of Bochner square-integrable maps, and the
reconstruction error is measured in this norm. Given an N dimensional subspace V of L2ρ(X ;Y), we
establish probabilistic accuracy and stability results for general weighted least squares approximations in

V , and we show that there exists a sampling measure µ and weight functional w for which near-optimal
stability and accuracy can be achieved for a near-minimal sample size. We provide explicit procedures

for constructing approximation spaces and sampling from the associated optimal measures in cases

of interest. Finally, we highlight the effectiveness of this method in several numerical experiments:

these include learning the PDE solution operator to the Poisson, Navier-Stokes, and viscous Burgers

equations.

Title: ProxSTORM: A Stochastic Trust Region Algorithm for Nonsmooth Optimization

Authors: Robert J. Baraldi1, Aurya Javeed1,⋆, Drew P. Kouri1, Katya Scheinberg2

Affiliations: 1Optimization and Uncertainty Quantification, Sandia National Laboratories, 2 H. Milton

Stewart School of Industrial and Systems Engineering, Georgia Institute of Technology

Abstract: We present a stochastic trust-region algorithm for minimizing the sum of a nonconvex

Lipschitz-smooth function and a nonsmooth convex function evaluated exactly. This algorithm, which

we call ProxSTORM, generalizes STORM—a stochastic trust-region algorithm for the unconstrained
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optimization of smooth functions—and an inexact deterministic proximal trust-region algorithm. Our

problem assumptions are essentially those of STORM when the convex function is zero. Our analysis

follows STORM in using martingale arguments to prove global convergence and an expected complexity

bound. We apply ProxSTORM to ℓ1-regularized neural network training and to topology optimization.
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5 Posters

Title: Adaptive Data-Driven Reduced-Order Models for inverse scattering problems in lossless and

lossy media

Authors: Mikhail Zaslavsky1,2, Anarzhan Abilgazy1,⋆, Elena Cherkaev3, Vladimir Druskin4, Shari

Moskow5, Joern Zimmerling6

Affiliations: 1Southern Methodist University (SMU), 2SLB, 3University of Utah (UoU), 4Worcester

Polytechnic Institute (WPI), 5Drexel University, 6Uppsala University

Abstract: Lippmann-Schwinger-Lanczos (LSL) approach has been shown to be a powerful tool for

solving the inverse scattering problems. It allows us to linearize them via efficient learning of internal

solutions within the data-driven reduced-order models framework. It has been successfully applied for

reconstructing of potential in lossless Schrodinger equation with data in the Laplace frequency domain,

however, limited resolution away from the sensor positions resulted in rather blurry images. In this

work, we extended the applicability of the approach to the data in the Fourier domain for a lossless

scenario and for lossy dissipative problems. We proposed a specific data sampling according to Weyl’s

law in the lossless case that allows us to obtain sharp images without oversampling and overwhelming

computational complexity. For lossy problems, we developed an efficient adaptive Greedy algorithm

to sample points. The numerical results presented in the end demonstrate the performance of the

algorithm (LSL).

Title: Interpretable Learning in Hamiltonian and Dispersive Wave Systems

Authors: Jimmie Adriazola1,⋆, Sebastien Motsch1, Wei Zhu2, and Panayotis Kevrekidis3

Affiliations: 1Arizona State University, 2Georgia Institute of Technology, 3 University of Massachusetts,

Amherst

Abstract: We introduce an operator learning framework for computer-assisted discovery of integra-

bility in Hamiltonian dynamical systems. We formulate the discovery as a symbolic regression task on

an important and enabling class of operators called Lax pairs. Our approach is tested on a variety

of systems ranging from nonlinear oscillators, to rigid bodies, to canonical Hamiltonian PDEs. We

test robustness of the framework against nonintegrable perturbations, and, in all examples, reliably

confirm or deny integrability. Moreover, using a thresholded regularization to promote sparsity, we

recover expected and discover new Lax pairs despite wide hypotheses on the operators. Because

of this sparse identification, we use these enabling Lax pairs in the context of the unified transform

method to algorithmically discover integral transform pairs for PDEs. We will also discuss adapting

our framework, with the help of neural operators, toward reduced-order models and digital twins of

complex dispersive wave scenarios.

Title: Mathematics-Guided Deep Learning Framework for Genomic Sequence Classification in Liver

Cancer

Authors: Sanaa Anjum1,⋆, Sultan Daud2, and Sajida Kousar3

Affiliations: 1Department of Mathematics, University of Wah, Wah Cantt, Pakistan, 2Department of

Computer Science, National University of Technology, Islamabad, Pakistan, 3Department of Mathe-

matics and Statistics, International Islamic University, Islamabad, Pakistan

Abstract: This investigation introduced a novel framework that seamlessly blends mathematics with

machine learning techniques, leveraging numerical mappings for DNA sequences grounded in pseudo-

metric free semigroup representations and deep learning to analyze genomic sequences. The goal of the
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study is to emphasize accurate genomic classification for advancing cancer diagnostics. However, con-

ventional methods frequently miss the relevance of numerical mappings and spectral representations in

expressing the structural complexity of DNA. Firstly, we proposed three normalized numerical mappings

for DNA bases, including molecular weight-based, integer-based, and electronegativity-based, in rela-

tion to the pseudo-metric free semigroup representation. Further, these numerical mappings are used

to generate power spectral density and log-scaled magnitude spectrograms from DNA sequences, en-

abling the analysis of their patterns across many positions in the sequence. The proposed study applies

customized deep learning models, including 2D-CNN, ResNet50V2, EfficientNetB0, MobileNetV2, and

VGG16. The experimental results show that a 2D-CNN trained on electronegativity-based power spec-

tral density spectrograms with window size 6 was the most successful method for feature extraction in

genomic pattern recognition with 98.87% accuracy. These findings emphasize the importance of em-

ploying biologically relevant numerical encodings and well-calibrated signal processing parameters for

accurately distinguishing between malignant and healthy DNA sequences in the liver cancer diagnostic

process and for enhancing the diagnostic power of deep learning models in genomic classification.

Title: Polyharmonic Splines for Operator Learning

Authors: Desmond Boateng1,⋆, Grady Wright2

Affiliations: 1School of Computing, Boise State University, 2Dept. of Mathematics, Boise State

University

Abstract: Operator learning is the branch of scientific machine learning that aims to approximate an

unknown operator, usually the solution to a partial differential equation(PDE), from data. Popular

techniques in this field include Deep Operator Networks (DeepONets), Fourier Neural Operators

(FNO), and Graph Neural Operators. More recently, kernel-based methods have been introduced that

offer competitive accuracy without the high cost of training. In this poster, we build on this work

employing parameter-free kernels based on the use of polyharmonic splines (e.g., thin plate splines)

in the training phase. This approach eliminates the need for costly hyperparameter tuning, and we

show that it can provide competitive results to existing methods in terms of accuracy. We provide

benchmark comparisons on problems that include the Navier-Stokes, Burgers, Helmholtz, structural

mechanics, Darcy flow, and advection equations.

Title: Optimal Sensor Placement for Gaussian Processes using Column Subset Selection

Authors: Jessie Chen1,⋆, Hangjie Ji1, and Arvind K. Saibaba1

Affiliations: 1 North Carolina State University

Abstract: Gaussian processes use data measured at a finite number of sensor locations to reconstruct

a spatially dependent function with quantified uncertainty. However, since one can only deploy a finite

number of sensors, it is important to determine how to optimally place the sensors to minimize a

measure of the uncertainty in the reconstruction. We consider the Bayesian D-optimality criterion to

determine the optimal sensor locations by choosing k sensors from a candidate set of m sensors. Since

this is an NP-hard problem, our approach uses sensor placement as a column subset selection problem

(CSSP) on the covariance matrix, computed using the kernel function on the candidate sensor points.

We propose an algorithm that uses the Golub-Klema-Stewart framework (GKS) to select sensors and

provide an analysis of lower bounds on the D-optimality of these sensor placements. To reduce the

computational cost in the GKS step, we propose and analyze randomized Nyström approximations on

the kernel matrix. We demonstrate the performance of our method on two applications: fiber coating

dynamics and sea surface temperature.
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Title: Boosting VarProNets: Efficient Gradient Boosting with Variable Projection

Authors: Abhijit Chowdhary1,⋆, Elizabeth Newman1, and Deepanshu Verma2

Affiliations: 1Tufts University, 2Clemson University

Abstract: Deep neural networks (DNNs) are a versatile framework for a wide range of machine

learning tasks, from image classification to approximating physical processes. However, training these

models remains a critical challenge, particularly in high-dimensional problems where it can be unreliable

and computationally expensive. We seek to develop a more robust and efficient training paradigm by

combining two modern techniques: Variable Projection (VarPro) and gradient boosting. Our approach

improves gradient boosting, a greedy ensemble training technique, by exploiting the linear structure

within each learner using VarPro. By integrating these methods, we aim to create a provably more

reliable and less expensive training framework for high-dimensional DNNs. We benchmark the resulting

framework against the state-of-the-art in gradient boosting, and an open-source implementation will

be released.

Title: Multi-Armed Bandit with Kaplan-Meier Estimation of Long-Term Trials

Authors: Yangfan Cui1,⋆, Andrew Papanicolaou1, Edward Chen2, Elliott Love3, Rachel Schmidt4, and

Landon Mattingly-Dawson5

Affiliations: 1North Carolina State University, 2Georgia Institute of Technology, 3University of Arkansas,
4Williams College, 5Arizona State University

Abstract: Randomized controlled trials are the norm for determining treatment effectiveness in clin-

ical research. However, an ethical dilemma arises when statistical power requires assigning patients

to treatments that may be sub-optimal for their well being. One solution to this problem is to utilize

a multi-armed bandit algorithm for patient assignment, designed specifically to balance the need for

exploration to achieve statistical power against exploitation of the best treatment to serve patients’

interests. In this paper, we propose the so-called Kaplan-Meier Upper Confidence Bound (KM-UCB)

algorithm, a version of the standard UCB algorithm that we tailor to clinical trials where long-term

patient survival is the goal. The KM-UCB provides theoretical guarantees on the estimation error

of survival functions, and also has sublinear regret. In simulation, the KM-UCB consistently leads to

an exploration/exploitation balance that produces estimated survival functions with less variance than

those from greedy algorithms. Our empirical analyses include a bootstrapped simulation of data from

a recent study on breast cancer treatments, which demonstrate the potential efficacy of KM-UCB in

real-world clinical trials.

Title: Learning Low-Dimensional Nonlinear Dynamics with Windowed Autoencoder Networks

Authors: Biraj Dahal1,⋆, Jiahui Cheng2, Hao Liu3, Rongjie Lai4, and Wenjing Liao1

Affiliations: 1Georgia Tech, 2Meta, 3Purdue University,4Hong Kong Baptist University

Abstract: Many physical processes may be modeled by discretizing with a large grid size, leading to

high dimensional dynamics. However, in many cases their dynamics can be represented by the nonlinear

evolution of low dimensional latent variables. We propose a method called Windowed Autoencoders for

Learning Dynamics (WeldNet): a framework for nonlinear model reduction for surrogate modeling of

time-dependent processes. WeldNet divides the time domain into adjacent segments called windows.

Inside each window, an auto encoder learns latent codes and a propagator neural network learns the

latent dynamics. The windows are connected by transcoder neural networks. We demonstrate the

benefit of WeldNet on several PDE problems.
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Title: A Global–Local Multiscale Markov Chain Monte Carlo Method for Domain-Decomposed Bayesian

Inference

Authors: Aidan Gettemy1,⋆, Marcio Borges2, and Felipe Pereira1

Affiliations: 1University of Texas at Dallas, 2Laboratório Nacional de Computação Cient́ıfica

Abstract: Uncertainty quantification in PDE-constrained inverse problems is a growing interest in

computational science and applied mathematics with applications in engineering and physical sciences.

Yet Markov chain Monte Carlo (MCMC) remains computationally demanding due to high dimen-

sionality and slow multi-chain convergence. The multiscale sampling method (MSM), inspired by

domain decomposition for PDEs, accelerates MCMC by exploiting spatial structure to localize the

random walk in a smaller dimension parameter space. We introduce a global–local MSM that tackles

the curse of dimensionality at two levels: the fine-grid problem is first approximated by a truncated

Karhunen–Loève expansion (KLE); then the global KLE is reduced via local, low-dimensional KLEs

over non-overlapping subdomains. This yields faster convergence, typical of lower-dimensional sys-

tems. Each iteration combines one global update with parallel local updates, creating a multi-chain

scheme well suited to modern HPC. To assess cost–accuracy trade-offs, we study the gap between the

true posterior and approximate posteriors from the new approach. Results show improved convergence

and scalable uncertainty quantification for PDE models.

Title: A Support Vector Machine Based Artificial Intelligence Technique Using Genetic Algorithms to

Screen Metabolites Associated with Heart Disease in the Qatari Population

Authors: Edward Boone1, Ryad Ghanam2,⋆, Faten Alamri,3, and Elizabeth Amona1

Affiliations: 1Virginia Commonwealth University, 2Virginia Commonwealth University in Qatar,3 Nourah

bint Abdulrahman University

Abstract: Algorithms for feature selection are growing in interest among researchers aiming to con-

nect specific features in a dataset with specific classifications. Recent developments in Support Vector

Machine-based artificial intelligence algorithms have demonstrated excellent classification performance

in highly nonlinear data. However, identifying which features contribute most to classification remains

challenging, especially when datasets include hundreds of variables. Initially, features must be screened

to narrow down the set for deeper analysis. Metabolomics datasets are one such case, where many fea-

tures must be examined to determine those associated with heart disease diagnosis. This work applies

a Genetic Algorithm, incorporating a penalized likelihood approach with Support Vector Machines for

mutation, to stochastically search the feature space. A large-scale simulation study demonstrates that

the proposed method achieves a high true feature identification rate while maintaining a reasonable

false identification rate. The method is then applied to a Qatar BioBank dataset focused on heart

disease, reducing the number of candidate metabolites from 232 to 37.

Title: Towards Diffusion-Based Trajectory Optimization for Singular Control Problems

Authors: Samuel Glickman1,⋆

Affiliations: 1University of Hawaii at Manoa

Abstract: The field of numerical analysis provides practical methods for solving many types of mathe-

matical problems which possess no feasibly-obtainable exact solution. Optimal control problems, which

involve steering dynamical systems to desired states while minimizing some given cost function, rely

on these methods in many cases for solutions. Recently, researchers have looked to diffusion models,

which can generate samples from an unknown probability distribution by learning transformations of

samples from an easily sampled distribution to samples from the unknown one, to tackle this prob-
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lem. With this poster, we seek to introduce some foundational concepts of optimal control, numerical

approaches to trajectory optimization, and diffusion models. We showcase these concepts through a

simple optimal control problem solved both analytically through methods from the calculus of varia-

tions and numerically through direct collocation. We then show a model-based diffusion approach for

an unconstrained, non-convex optimization problem, showcasing how the approach works in a simple

case, and discuss the challenges faced when applying it to control problems. Looking ahead, we seek

to apply diffusion-based trajectory optimization to singular control problems, optimal control problems

for which Pontryagin’s maximum principle does not explicitly characterize the control. Having a wider

array of tools to explore singular controls through modeling and simulation would not only provide

more avenues of exploration to those wishing to solve practical problems involving singular control,

e.g., optimal flight operations, but also allow theoretical explorations into this area generally, since few

theoretical results exist for singular control problems in discrete-time. We aim this poster at graduate

students and non-experts interested in learning more about these topics and approaches.

Title: A Convergent Generalized Krylov Subspace Method for Compressed Sensing MRI Reconstruc-

tion with Gradient-Driven Denoisers

Authors: Tao Hong1,⋆, Umberto Villa1, and Jeffrey A. Fessler2

Affiliations: 1Oden Institute for Computational Engineering and Sciences, University of Texas at

Austin, Austin, TX 78712, USA. 2Department of Electrical and Computer Engineering, University of

Michigan, Ann Arbor, MI 48109, USA

Abstract: Model-based reconstruction plays a key role in compressed sensing (CS) MRI, as it in-

corporates effective image regularizers to improve the quality of reconstruction. The Plug-and-Play

and Regularization-by-Denoising frameworks leverage advanced denoisers (e.g., convolutional neural

network (CNN)-based denoisers) and have demonstrated strong empirical performance. However,

their theoretical guarantees remain limited, as practical CNNs often violate key assumptions. In con-

trast, gradient-driven denoisers achieve competitive performance, and the required assumptions for

theoretical analysis are easily satisfied. However, solving the associated optimization problem remains

computationally demanding. To address this challenge, we propose a generalized Krylov subspace

method (GKSM) to solve the optimization problem efficiently. Moreover, we also establish rigorous

convergence guarantees for GKSM in nonconvex settings. Numerical experiments on CS MRI recon-

struction with spiral and radial acquisitions validate both the computational efficiency of GKSM and

the accuracy of the theoretical predictions. The proposed optimization method is applicable to any

linear inverse problem.

Title: A Feature-Based Approach to Shape Graph Analysis

Authors: Murad Hossen1,⋆, Nicolas Charon1, and Demetrio Labate1

Affiliations: 1University of Houston

Abstract: We introduce a feature-based framework to analyze shape graphs of neurons, and urban

road networks.Geometric and topological features like branch length, fractal dimension, or orientation

distributions are extracted from neuronal and urban datasets.Optimal Transport distances are used to

measure group dissimilarities for these features, uncovering domain-specific signatures for applications

in neuroscience, urban planning, and network science.We further derive clustering and classification

approaches based on these features.
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Title: Understanding Neural Collapse in ReLU Networks through Truncation Maps and Cone Geom-

etry

Authors: Mayank Konduri1,⋆, Thomas Chen1, and Patŕıcia Muñoz Ewald1

Affiliations: 1The University of Texas at Austin

Abstract: In this project, we investigate the geometric structure of deep ReLU neural networks,

building upon the frameworks introduced in Chen & Ewald (2024) and Ewald (2025). We generate

synthetic datasets using hyperplane and cone constructions to be sequentially linearly separable (SLS),

alongside non-SLS datasets such as MNIST digits and concentric data for comparison. A feedforward

ReLU network is then trained via stochastic gradient descent to classify these datasets. After training,

we extract the cumulative weight matrices and bias vectors across layers to access the linear maps

implemented by the network. Using these cumulative parameters, we construct truncation maps and

their polyhedral cones, compute each cone’s base point and edge vectors, and visualize how the data

is transformed layer by layer through PCA projections. This pipeline allows the study of how cone-like

structures emerge during training and how they shape data representations. Next, we manually con-

struct weights and biases that implement the separating hyperplanes of the synthetic data, yielding

zero-cost global minima. We then add small random perturbations to these parameters, run gradient

descent from these perturbed initializations, and analyze how training converges to study the loss

landscape around these minima.

Title: Zero-Shot Transferable Solution Method for Parametric Optimal Control Problems

Authors: Xinjian Li1,⋆, Kelvin Kan2, Deepanshu Verma3, Krishna Kumar1, Stanley Osher2 and Ján

Drgoňa4

Affiliations: 1Oden Institute, UT Austin, 2Department of Mathematics, UCLA, 3Department of

Mathematical and Statistical Sciences, Clemson University, 4Department of Civil and Systems Engi-

neering, Johns Hopkins University,

Abstract: This paper presents a transferable solution method for optimal control problems with vary-

ing objectives using function encoder (FE) policies. Traditional optimization-based approaches must

be re-solved whenever objectives change, resulting in prohibitive computational costs for applications

requiring frequent evaluation and adaptation. The proposed method learns a reusable set of neu-

ral basis functions that spans the control policy space, enabling efficient zero-shot adaptation to new

tasks through either projection from data or direct mapping from problem specifications. The key idea

is an offline-online decomposition: basis functions are learned once during offline imitation learning,

while online adaptation requires only lightweight coefficient estimation. Numerical experiments across

diverse dynamics, dimensions, and cost structures show our method delivers near-optimal performance

with minimal overhead when generalizing across tasks, enabling semi-global feedback policies suitable

for real-time deployment.

Title: Data Driven Learning to Enhance a Kinetic Model of Distressed Crowd Dynamics

Authors: Demetrio Labate1, Kamrun Nahra Mily1,⋆, Annalisa Quaini1, and Daewa Kim2

Affiliations: 1University of Houston, 2University of Delaware

Abstract: The mathematical modeling of crowds is complicated by the fact that crowds possess the

behavioral ability to develop and adapt moving strategies in response to the context. For example,

in emergency situations, people tend to alter their walking strategies in response to fear. To be able

to simulate these situations, we consider a kinetic model of crowd dynamics that features the level

of stress as a parameter and propose to estimate this key parameter by solving an inverse crowd
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dynamics problem. In this talk, we demonstrate the mathematical problem and present a method for

its numerical solution. Besides, we show some preliminary results based on a synthetic data set, i.e.,

test cases where the exact stress level is known and the crowd density data are generated numerically

by solving a forward crowd dynamics problem.

Title: Sampling with Bayes Hilbert splines

Authors: S. David Mis1,⋆, Maarten de Hoop1

Affiliations: 1Rice University

Abstract: We explore new avenues for the development of sampling algorithms through the lens

of Bayes Hilbert spaces—spaces of unnormalized measures where vector addition is defined to be

multiplication of Radon-Nikodym derivatives (corresponding to Bayes rule), and the Hilbert inner-

product is pulled back from a closed subspace of L2 via an isometric isomorphism. We show that
straight-line interpolation in Bayes Hilbert space coincides with the Fisher-Rao flow of KL divergence;

the canonical diffeomorphism equivariant measure flow, and the only diffeomorphsim equivariant flow

in the classical framework of Riemannian metric gradient flows. Our new perspective allows us to

introduce new diffeomorphism equivariant flows using splines in Bayes Hilbert space, and we investigate

the effectiveness of these flows for sampling from highly anisotropic target measures.

Title: Application of Machine learning for sub-grid flux Parametrization in the Shallow water equations

Authors: Md Amran Hossan Mojamder1,⋆,Ilya Timofeyev1,Min Wang1, Zhihang Xu1

Affiliations: 1Department of Mathematics, University of Houston

Abstract: We present a method for parametrizing subgrid-scale processes in the one-dimensional

shallow water equations. Our approach combines machine learning with flux limiting to reproduce

the long-term statistical behavior of coarse-resolution simulations while also approximating individual

trajectories. Specifically, we use a feedforward neural network (FNN) to learn subgrid-scale numerical

fluxes on a coarse mesh from high-resolution reference data. To ensure stability and suppress spurious

oscillations in the predicted solutions, we incorporate the Monolithic Convex Limiter (MCL) proposed

by Kuzmin (2020). Numerical experiments confirm that our hybrid method provides stable and reliable

closures—even in dynamical regimes not included in the training data—demonstrating its potential

for long-time integration of reduced models.

Title: Physics Informed Neural Networks for a Wigner-Fokker-Planck Model of Open Quantum Sys-

tems

Authors: Isaul Garcia1, Mariano Alcalde2, and Jose Morales Escalante2,⋆

Affiliations: 1Physics Department at Boston University, 2University of Texas at San Antonio Depart-

ments of Mathematics and Physics & Astronomy

Abstract: We present the preliminary results of a Physics-Informed Neural Network (PINN) for a

Wigner-Fokker-Planck (WFP) equation modeling open quantum systems such as electron transport

in semiconductors. The WFP equation is a mathematical model that considers diffusion and fric-

tion introduced by the environment into an open quantum (sub-)system, describing the problem via

a continuous quantum variable formulation. Recent developments in scientific machine learning have

demonstrated that PINNs are useful in providing data-driven solutions to partial differential equations

(PDE) and for data-driven discovery [20] in the estimation of model parameters, particularly when

constrained to small or noisy data. PINNs minimize a residual additional to the typical Neural Network
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approach related to the satisfaction of a PDE that represents the “Physics” of the problem, along

with the traditional loss function that estimates the fit to the data. The former residual implicitly

trains the model to respect conservation principles following from the PDE that models the Physics

phenomena. Since optimization is not solely dependent on minimizing the fit to the training data,

such as in traditional machine learning models, it can perform exceedingly well for inverse problems to

estimate model parameters, such as the diffusion and friction parameters in the particular case of our

Wigner-Fokker-Planck model, when constrained to small data. This work used the PINN methodol-

ogy to solve a data-driven discovery problem for the Wigner-Fokker-Planck equation. In particular,

we solved an inverse problem with synthetic data obtained from a Monte Carlo forward solver of the

Wigner-Fokker-Planck equation to estimate the elements of our diffusion matrix as parameters of the

model representing noise introduced by the environment into the open quantum system.

Title: Toward Realistic RNA-Seq Simulations: A Comparative Evaluation of Current Approaches

Authors: Nazia Riasat1,⋆

Affiliations: 1North Dakota State University

Abstract: The simulation of RNA sequencing (RNA-seq) data has become an indispensable compo-

nent of modern transcriptomics, providing researchers with controlled conditions for testing analytical

methods and exploring experimental design strategies. Despite the availability of numerous simulation

frameworks, questions remain regarding how faithfully these approaches capture the complexity of real

transcriptomic data. Key features such as the distribution of gene expression levels, the relationship

between mean expression and variability, and the structure of biological groups are often only par-

tially reproduced. In this study, we evaluate a set of widely used RNA-seq simulators and examine

the extent to which they reflect properties observed in empirical datasets. Our assessment combines

statistical comparisons of expression distributions, analyses of mean–variance behavior, and explo-

ration of multivariate patterns through dimensionality reduction techniques. We further investigate

how performance varies under different experimental scenarios, including changes in sample size and

group structure. The results reveal marked differences across methods, with some approaches more

closely aligned with real data than others. Beyond highlighting these distinctions, our study provides

guidance for selecting appropriate simulation tools depending on the intended application, whether for

benchmarking differential expression pipelines, validating machine learning approaches, or generating

realistic test scenarios. By clarifying the strengths and limitations of existing simulators, this work

contributes to the development of more robust computational practices in transcriptomics.

Title: Topological database for global dynamics of ODEs

Authors: Bernardo Rivas1,⋆, Ewerton Vieira2, Konstantin Mischaikow2, Marcio Gameiro2

Affiliations: 1University of Toledo, 2Rutgers University

Abstract: Characterizing the global dynamics of multiparameter ordinary differential equations (ODEs),

such as those in systems biology, is computationally prohibitive with traditional numerical methods.

We present a framework that bridges computational topology and applied mathematics to address

this challenge. Our approach begins by abstracting the ODE system into a combinatorial model

based on the structure of its regulatory interactions. Using the software DSGRN, we partition the

high-dimensional parameter space into a finite number of regions, each corresponding to a unique ”dy-

namic signature.” For each region, we compute a Morse graph and a Conley complex, which provide a

rigorous and complete topological description of the global dynamics, including all equilibria, periodic

orbits, and connecting orbits. This creates a complete ”atlas” of all possible behaviors, allowing for
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rapid prediction of long-term outcomes without exhaustive simulation. We prove the validity of this

method for a broad class of piecewise-linear ODEs known as ramp systems.

Title: Can Classical Models and Machine Learning Work Together to Predict Cancer Cell Growth? A

Comparative Study of Differential Equation-Based Models and Physics-Informed Neural Networks for

Biomedical Forecasting

Authors: Widodo Samyono1

Affiliations: 1Jarvis Christian University, Hawkins, Texas.

Abstract: This poster investigates the complementary roles of classical mathematical modeling and

machine learning in predicting cancer cell growth. Classical models, based on differential equations

and biological principles, offer interpretability and theoretical consistency. In contrast, machine learn-

ing models—particularly neural networks—excel at capturing complex patterns from data but often

lack physical grounding. This work explores hybrid frameworks, including physics-informed neural net-

works (PINNs), which embed governing equations into the learning process to unify data-driven and

mechanistic approaches. By comparing model performance, interpretability, and generalizability across

simulated and real-world datasets, we demonstrate that integrating both paradigms can enhance pre-

dictive accuracy and biological insight in cancer research. This study aligns with the CBMS conference

theme by highlighting the synergy between applied mathematics and machine learning in biomedical

modeling.

Title: Understanding In-Context Learning on Structured Manifolds: Bridging Attention to Kernel

Methods

Authors: Zhaiming Shen1,⋆, Alexander Hsu2, Rongjie Lai2, and Wenjing Liao1

Affiliations: 1Georgia Institute of Technology, 2Purdue University

Abstract: While in-context learning (ICL) has achieved remarkable success in natural language and

vision domains, its theoretical understanding—particularly in the context of structured geometric

data—remains unexplored. This paper initiates a theoretical study of ICL for regression of Hölder

functions on manifolds. We establish a novel connection between the attention mechanism and

classical kernel methods, demonstrating that transformers effectively perform kernel-based prediction

at a new query through its interaction with the prompt. This connection is validated by numerical

experiments, revealing that the learned query–prompt scores for Hölder functions are highly correlated

with the Gaussian kernel. Building on this insight, we derive generalization error bounds in terms

of the prompt length and the number of training tasks. When a sufficient number of training tasks

are observed, transformers give rise to the minimax regression rate of Hölder functions on manifolds,

which scales exponentially with the intrinsic dimension of the manifold, rather than the ambient space

dimension. Our result also characterizes how the generalization error scales with the number of training

tasks, shedding light on the complexity of transformers as in-context kernel algorithm learners. Our

findings provide foundational insights into the role of geometry in ICL and novels tools to study ICL

of nonlinear models.

Title: Nonlinear functional regression by functional deep neural network with kernel embedding

Authors: Zhongjie Shi1,⋆, Jun Fan2, Linhao Song3, Ding-Xuan Zhou4, and Johan A.K. Suykens5

Affiliations: 1 School of Mathematics, Georgia Institute of Technology, Atlanta, GA 30332, 2 Depart-

ment of Mathematics, Hong Kong Baptist University, Kowloon, Hong Kong, 3 School of Mathematics
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and Statistics, Central South University, Hunan, 410083, China, 4 School of Mathematics and Statis-

tics, University of Sydney, Sydney, NSW 2006, Australia, 5 Department of Electrical Engineering,

ESAT-STADIUS, KU Leuven, Kasteelpark Arenberg 10, B-3001 Leuven, Belgium

Abstract: Recently, deep learning has been widely applied in functional data analysis (FDA) with

notable empirical success. However, the infinite dimensionality of functional data necessitates an

effective dimension reduction approach for functional learning tasks, particularly in nonlinear func-

tional regression. In this paper, we introduce a functional deep neural network with an adaptive and

discretization-invariant dimension reduction method. Our functional network architecture consists of

three parts: first, a kernel embedding step that features an integral transformation with an adaptive

smooth kernel; next, a projection step that utilizes eigenfunction bases based on a projection Mercer

kernel for the dimension reduction; and finally, a deep ReLU neural network is employed for the predic-

tion. Explicit rates of approximating nonlinear smooth functionals across various input function spaces

by our proposed functional network are derived. Additionally, we conduct a generalization analysis

for the empirical risk minimization (ERM) algorithm applied to our functional net, by employing a

novel two-stage oracle inequality and the established functional approximation results. Ultimately, we

conduct numerical experiments on both simulated and real datasets to demonstrate the effectiveness

and benefits of our functional net.

Title: Transformer–LSTM with Multitask Quantile Learning for Bitcoin Volatility and VaR Forecasting

Authors: Emmanuel Tomiwa Siyanbola1,⋆ and Dr. Lukun Zheng1

Affiliations: 1Department of Mathematics, Western Kentucky University, Bowling Green, Kentucky

42101, US

Abstract: Cryptocurrency markets such as Bitcoin are well known for their extreme ups and downs,

making managing financial risk especially challenging. Traditional models, while useful, often struggle

to capture the complex patterns in these markets. This study develops a hybrid deep learning model

that combines two powerful approaches: transformers (which are effective in capturing long-term

patterns) and long short-term memory (LSTM) networks (which specialize in short-term dynamics).

The model employs a multitask learning strategy to forecast both volatility and Value-at-Risk (VaR), a

common measure of extreme losses. The study covers daily Bitcoin data from 2010 to 2025, along with

relevant financial indicators such as the VIX (fear index), Fear & Greed Index, and on-chain metrics

describing blockchain fundamentals. The model is trained on historical data and evaluated against

several benchmarks: historical simulation, GARCH (a widely used econometric model), a standalone

LSTM, and a standalone transformer. Performance is assessed using accuracy (mean squared error

and mean absolute error) and risk reliability (statistical backtests of VaR). Our findings show that the

hybrid model provides more reliable and well-calibrated risk forecasts than the traditional econometric

models or single-model deep learning approaches. This work demonstrates the potential of modern

machine learning in financial risk management and highlights how combining specialized architectures

can improve decision-making in volatile markets like cryptocurrencies.

Title: Squared Wasserstein Distance for Efficient Reconstruction of Stochastic Differential Equations

Authors: Mingtao Xia1,⋆, Xiangting Li2, Qijing Shen3, and Tom Chou2

Affiliations: 1University of Houston, 2UCLA, 3 University of Oxford

Abstract: In our poster, we present a novel approach for an efficient reconstruction of stochastic

differential equations (SDEs) by directly minimizing a squared Wasserstein-distance-type loss function.

Our method utilizes neural networks for learning the unknown SDEs from time series data and can
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efficiently reconstruct lower-dimensional SDEs with hundreds of trajectories.

Title: ReBaNO: Reduced Basis Neural Operator Mitigating Generalization Gaps and Achieving Dis-

cretization Invariance

Authors: Haolan Zheng1,⋆, Yanlai Chen1, Jiequn Han2 and Yue Yu3

Affiliations: 1University of Massachusetts Dartmouth, 2Flatiron Institute, 3Lehigh University

Abstract: We propose a novel data-lean operator learning algorithm, the Reduced Basis Neural Op-

erator (ReBaNO), to solve a group of PDEs with multiple distinct inputs. Inspired by the Reduced

Basis Method and the recently introduced Generative Pre-Trained Physics-Informed Neural Networks,

ReBaNO relies on a mathematically rigorous greedy algorithm to build its network structure offline

adaptively from the ground up. Knowledge distillation via task-specific activation function allows Re-

BaNO to have a compact architecture requiring minimal computational cost online while embedding

physics. In comparison to state-of-the-art operator learning algorithms such as PCA-Net, DeepONet,

FNO, and CNO, numerical results demonstrate that ReBaNO significantly outperforms them in terms

of eliminating/shrinking the generalization gap for both in- and out-of-distribution tests and being the

only operator learning algorithm achieving strict discretization invariance.

Title: Learning Ecological and Epidemic Processes

Authors: Maria Vasilyeva1, Hyangim Ji1,⋆, and Alexey Sadovski1

Affiliations: 1Department of Mathematics and Statistics, Texas A&M University-Corpus Christi,

Corpus Christi, TX, USA, 2Department of Mathematics and Applied Mathematical Sciences, Univer-

sity of Rhode Island, Kingston, RI, USA

Abstract: In this work, we consider epidemic and ecological models to investigate their coupled dy-

namics. Starting with the classical Susceptible–Infected–Recovered (SIR) model for basic epidemic be-

havior and the predator–prey (Lotka–Volterra, LV) system for ecological interactions, we then combine

these frameworks into a coupled Lotka–Volterra–Susceptible–Infected–Susceptible (LVSIS) model. To

learn the underlying dynamics directly from data, we employ several data-driven modeling frameworks:

Residual Networks (ResNets), Neural Ordinary Differential Equations (Neural ODEs), and Sparse

Identification of Nonlinear Dynamics (SINDy). Numerical experiments are presented to investigate

the learning ability of these models in capturing the epidemic and ecological behavior.

Title: Tensorial Reduced-Order Methods for Multispecies Tumor Growth Simulations

Authors: Asikul Islam1,∗, Andreas Mang1, Md Rezwan Bin Mizan1, Maxim A. Olshanskii1

Affiliations: Department of Mathematics, University of Houston

Abstract: We present new work on tensorial reduced-order models (ROMs) for efficiently solving

coupled systems of semi-linear parabolic partial differential equations (PDEs). Our primary application

is the simulation of brain tumor growth. The governing PDE system accounts for proliferating, invasive,

and necrotic tumor cell populations, together with a simplified model of nutrient consumption.

Our numerical framework employs both first- and second-order time-integration schemes based on

operator-splitting strategies. We assess the performance of the proposed approach with respect to

model complexity, parameter dimensionality, spatial resolution, and different strategies for constructing

the tensorial ROM.
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Title: Belief Based Decision Making Under Uncertainty: A Computational and Empirical Analysis of

Optimal and Human Strategies

Authors: Parnian Ahmadzadeh1,⋆, Hyunjoong Kim2, and Krešimir Josić1

Affiliations: 1University of Houston, 2University of Cincinnati

Abstract: In everyday life, humans, animals, and even simple organisms routinely make decisions under

uncertainty. Physicians deciding whether to order additional diagnostic tests, investors interpreting

incomplete financial information, and animals choosing where to forage, all face the same challenge:

acting without full knowledge of the underlying state. In many such situations, decision makers have

the option to gather supplementary information to reduce uncertainty. However, information is often

not free, and frequently incurs a cost in energy or time. This work examines four key questions: Under

what belief conditions do humans choose to pay for more information? How does environmental

instability influence willingness to pay? Do human strategies approximate normative computations?

And to what extent do human behaviors align with objectively optimal strategies predicted by a

computational model? To address these questions, we compared human behavior in a sequential,

signal based decision task with the predictions of an optimal Bayesian agent. The task was designed

so that the experimenter had control over both information quality and environmental uncertainty.

The model used Bayesian filtering with a switching probability to update beliefs about hidden states,

and we used a dynamic programming framework to compute the optimal model strategy. We analyzed

behavioral data from multiple participants to assess how closely human decisions matched model

predictions. Pilot results show that participants often paid for additional information less frequently

than the optimal model and, in some cases, paid for information when it was suboptimal to do so.

Overall, this study provides a computational framework for analyzing rationality in human decision

making under uncertainty. The findings highlight how belief states guide actions and reveal systematic

differences between human strategies and those of an optimal Bayesian model.

Title: Bayesian Inference on SPD Manifolds: Geometry-Aware Learning of Posterior Covariances

Authors: Pegah Amiri1,⋆, Andreas Mang1

Affiliations: 1University of Houston

Abstract: We present work on Bayesian inference. We train a neural networks to learn an approxi-

mation of the covariance matrix of the posterior distribution. These matrices are symmetric positive

definite (SPD) and live on a non-Euclidean Riemannian manifold. We consider a log-Euclidean frame-

work that uses Riemannian geometry to map SPD matrices from their original manifold to tangent

spaces through a logarithmic mapping. This approach allows for effective neural network training in

tangent spaces while keeping geometric properties intact. We study the performance of NN predictions

on noisy observations of varying complexity.

Title: Deep Learning Outperforms Traditional Machine Learning Methods in Predicting Childhood

Malnutrition: Evidence from Survey Data

Authors: Deepak Bastola1,⋆, Yang Li2

Affiliations: Department of Mathematics and Statistics, Florida Atlantic University

Abstract: Malnutrition among children is a critical global health challenge, particularly prevalent in

developing and least developed countries such as Nepal. Early detection and prompt intervention are

the keys to reducing its negative impact; however, but traditional methods of identifying malnutrition

are not always efficient or effective. To carry out this study, we applied a variety of machine learning

and deep learning algorithms to predict the malnutrition status of children and identify the key drivers
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of malnutrition based on data from the Nepal Multiple Indicator Cluster Survey 2019. We utilized

typical metrics for both baseline and hyperparameter-tuned models to measure model performance.

Our results showed that support vector machines and artificial neural networks performed best among

the baseline models, while better performance was achieved by TabNet after careful tuning of the

hyperparameters. Among the most important factors linked with malnutrition were child weight and

age, household wealth index, mother’s education, and location.

Title: Superfast and stable divide-and-conquer singular value decomposition for hierarchical rank-

structured matrices

Authors: Chenyang Cao1,⋆, Xiaofeng Ou1, and Jianlin Xia1

Affiliations: 1 Purdue University

Abstract: A superfast divide-and-conquer algorithm is developed for computing the full singular value

decomposition (SVD) of hierarchical rank-structured matrices with small off-diagonal ranks. The

method achieves nearly linear complexity while delivering all singular values and singular vectors in

structured forms. The structured representation of singular vectors enables near-linear operations with

reduced storage. In contrast, classical algorithms for the full SVD require cubic computational cost

and quadratic storage. The proposed method directly handles nonsymmetric or rectangular matrices

by reducing them to a hierarchical block broken arrow form via stable QL factorizations. This form is

then repeatedly decomposed through rank-1 SVD updates in the conquering stage. Several stability-

preserving mechanisms are incorporated, including deflation, splitting and shifting, and orthogonality-

preserving perturbations, to ensure the robustness of this stage. Efficiency is enhanced via fast kernel

methods, such as the fast multipole method (FMM). A rigorous numerical error analysis establishes the

backward stability of the overall process. Numerical experiments demonstrate significant advantages

in both accuracy and efficiency, yielding the first fast and stable SVD for general hierarchical rank-

structured matrices.

Title: In-Context Operator Learning for Parametric PDEs with DeepOSets

Authors: Shao-Ting Chiu1,⋆, Aditya Nambiar2, Ali Hamza Abidi Syed2, Jonathan Siegel2, and Ulisses

Braga-Neto1

Affiliations: 1Department of Electrical & Computer Engineering, Texas A&M University, College Sta-

tion, TX, 2Department of Mathematics, Texas A&M University, College Station, TX

Abstract: In-Context Learning (ICL), which enables neural networks to learn new tasks from exam-

ples without weight updates, is an emerging paradigm for meta-learning. This study applies ICL to

the challenge of learning solution operators for parametric PDEs. In this task, the model must learn

a new, unknown operator from a few prompt examples. A key challenge is disambiguating the cor-

rect operator, as the same parameter function can map to different solutions under different PDEs.

While in-weight operator learning requires costly retraining with the data from the prompt, ICL can

perform operator learning directly from the prompt without any weight updates, drastically speeding

up parameter space exploration. However, the initial transformer-based architectures for this task

are computationally expensive. This work investigates DeepOSets, a hybrid architecture integrating

DeepSets and DeepONets, as a more efficient alternative. The model introduces a permutation-

invariance bias, using a DeepSet encoder to process prompt examples into a fixed-length operator

embedding. This embedding conditions a DeepONet decoder, which then takes the query function

and coordinates to predict the solution. This approach is demonstrated on forward and inverse prob-

lems for Poisson and Reaction-Diffusion PDEs, where it successfully learns the target operator from
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examples. By processing prompt examples in parallel, DeepOSets achieves O(n) complexity in the

number of examples and O(1) complexity for subsequent queries, offering a significantly more efficient

and faster alternative to transformer-based methods.

Title: Matrix analysis for shallow ReLU neural network least-squares approximations.

Authors: Zhiqiang Cai1, Tong Ding1,⋆, Min Liu1and Jianlin Xia1

Affiliations: 1Purdue University

Abstract: Neural network provides an effective tool for the approximation of some challenging func-

tions. However, fast and accurate solvers for relevant dense linear systems are rarely studied. This

work gives a comprehensive characterization of the ill conditioning of some dense linear systems arising

from shallow neural network least squares approximations. It shows that the systems are typically very

ill conditioned, and the conditioning gets even worse with challenging functions such as those with

jumps. This makes the solutions hard for typical iterative solvers. On the other hand, we can further

show the existence of some intrinsic rank structures within those matrices, which make it feasible to

obtain nearly linear complexity robust direct solutions. Most of our discussions focus on the 1D case,

but extensions to some 2D cases are also given.

Title: Accelerated Optimization in ML: Challenges of Non-Convexity and Noisy Gradients

Authors: Kanan Gupta1,⋆, Jonathan Siegel2, Stephan Wojtowytsch1

Affiliations: 1University of Pittsburgh, 2Texas A&M University

Abstract: Momentum-based gradient descent methods use information gained along the trajectory,

in addition to the local information from the gradient, to achieve an accelerated rate of convergence.

While such algorithms are commonly used in the notoriously non-convex optimization problems of

deep learning, their analysis has historically been restricted to the convex and strongly convex setting.

Moreover, computing the exact gradient is often too expensive and it is approximated using stochas-

tic gradient estimates in practice. We present a generalization of Nesterov’s accelerated gradient

descent algorithm. Our algorithm (AGNES) provably achieves acceleration for smooth convex and

strongly convex minimization tasks with noisy gradient estimates if the noise intensity is proportional

to the magnitude of the gradient at every point. Nesterov’s method converges at an accelerated

rate if the constant of proportionality is below 1, while AGNES accommodates any signal-to-noise

ratio. The noise model is motivated by applications in overparametrized machine learning. AGNES

requires only two parameters in convex and three in strongly convex minimization tasks, improving on

existing methods. We further provide clear geometric interpretations and heuristics for the choice of

parameters. We also partially close the gap between theory and practice and demonstrate that virtu-

ally identical guarantees can be obtained in optimization problems with a ‘benign’ non-convexity. We

show that these weaker geometric assumptions are well justified in overparametrized deep learning, at

least locally. Variations of this result are obtained for a continuous time model of Nesterov’s acceler-

ated gradient descent algorithm (NAG), the classical discrete time version of NAG, and AGNES with

stochastic gradient estimates with purely additive noise and with noise that exhibits both additive and

multiplicative scaling. The presentation is based on the following papers: [1] Nesterov acceleration

despite very noisy gradients. Kanan Gupta, Jonathan Siegel, and Stephan Wojtowytsch. Advances in

Neural Information Processing Systems (NeurIPS) 2024. [2] Nesterov acceleration in benignly non-

convex landscapes. Kanan Gupta and Stephan Wojtowytsch. International Conference on Learning

Representations (ICLR) 2025, Spotlight.
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Title: Estimating Manifold’s Extrinsic Curvatures by Closest Point Projection of Rays

Authors: Liangchen Liu1,⋆, and Richard Tsai2

Affiliations: 1the University of Texas at Austin

Abstract: Closest point projection of a ray in the embedding space onto an embedded smooth man-

ifold M induces a smooth curve, which encodes geometric information of M. We demonstrate
mathematical relation of the curvatures between the induced curve and the non-parametrized mani-

foldM. We further discover that the induced curve deviates from the original ray in a way that the
amount of deviation is characterized by the local extrinsic curvatures ofM. Based on these results,
we develop efficient algorithms for practical computation for the extrinsic curvatures, and provide their

error analysis and numerical experiments.

Title: Streamflow-Informed Correction of Radar Rainfall Biases for Improved Flood Forecasting

Authors: Zhihua Li1,2,⋆, Ruben Molina1, Nicolás Velásquez3,1, Xueyu Zhu2, and Witold F. Krajewski1

Affiliations: 1University of Iowa, Iowa Flood Center and IIHR-Hydroscience and Engineering, Iowa

City, IA, United States, 2University of Iowa, Department of Mathematics, Iowa City, IA, United States,
3Florida Institute of Technology, Mechanical and Civil Engineering Department, Melbourne, FL, United

States

Abstract: Accurate rainfall input is essential for reliable flood forecasting, yet radar-based Quantitative

Precipitation Estimates (QPE) often contain systematic biases that degrade hydrological simulation

performance. To address this issue, we introduce a multiplicative rainfall correction factor (αr ) and

formulate its estimation as an inverse problem solved using streamflow observations. We apply En-

semble Kalman Inversion (EKI) within a twin-experiment framework, where the Hillslope-Link Model

(HLM) used by the Iowa Flood Center (IFC) generates synthetic ’true’ streamflow observations from

a known QPE bias, thereby providing an objective benchmark for assessing the inversion methodol-

ogy. To ensure the EKI only explores physically realistic parameter values, we used a mathematical

transformation to enforce their physical bounds (e.g., αr > 0 ). We assessed the performance of
EKI for inverting a global and a spatially distributed αr using hydrograph metrics (such as peak flow

and event volume) of a single downstream gauge. Then, we incrementally added more streamflow

gauges to evaluate how the design of the observation network influenced parameter recovery. For the

global case, EKI reliably estimates the αr value using one gauge. In contrast, attempting to recover

spatially distributed local αr values with sparse data led to an ill-posed inverse problem, as the number

of unknown parameters exceeds the observational constraints: the streamflow metrics are matched,

but the spatial distribution of αr is inaccurate. We resolved the described ill-posed problem by in-

corporating additional gauges, obtaining an accurate recovery of the previously distributed αr values.

Through comparison of global and local results, we identify the critical role of observation network

density in determining parameter identifiability. By robustly calibrating the rainfall correction factor

(αr ), our work reduces fundamental model biases, a critical prerequisite for successful state-updating

data assimilation in future operational forecasting.

Title: Graph-Based Multi-View Learning: Joint Optimization of Structure Preservation, Feature Se-

lection, and Regularization

Authors: Wanjun Ning1,⋆, and Li Wang1

Affiliations: 1Department of Mathematics, University of Texas at Arlington, Arlington, Texas, US

Abstract: Effectively integrating multi-view data is essential for many machine learning applications,

yet challenges remain in preserving structural information while performing feature selection and reg-
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ularization. To address this, we propose a graph-based multi-view learning framework that jointly

optimizes structure preservation, feature selection, and regularization to enhance data representa-

tion and improve model performance. Our method leverages graph structures to capture complex

relationships across multiple views, ensuring that shared structures are retained while identifying the

most informative features. By incorporating a unified optimization strategy, our approach balances

structural integrity with sparsity constraints, leading to more interpretable and robust representations.

Experiments on various multi-view datasets demonstrate that our framework effectively reconstructs

the intrinsic data structure and outperforms state-of-the-art methods in both clustering and classifica-

tion tasks. Visualization results further validate its ability to reveal meaningful patterns, highlighting

its potential for a wide range of applications in machine learning and data analysis.

Title: Solving Nonlinear PDEs with Sparse Radial Basis Function Networks

Authors: Zihan Shao1,⋆, Konstantin Pieper2, and Xiaochuan Tian1

Affiliations: 1University of California, San Diego, 2Oak Ridge National Laboratory

Abstract: We propose a novel framework for solving nonlinear PDEs using sparse radial basis func-

tion (RBF) networks. Sparsity-promoting regularization is employed to prevent over-parameterization

and reduce redundant features. This work is motivated by longstanding challenges in traditional RBF

collocation methods, along with the limitations of physics-informed neural networks (PINNs) and

Gaussian process (GP) approaches, aiming to blend their respective strengths in a unified framework.

The theoretical foundation of our approach lies in the function space of Reproducing Kernel Banach

Spaces (RKBS) induced by one-hidden-layer neural networks of possibly infinite width. We prove a

representer theorem showing that the sparse optimization problem in the RKBS admits a finite solu-

tion and establishes error bounds that offer a foundation for generalizing classical numerical analysis.

The algorithmic framework is based on a three-phase algorithm to maintain computational efficiency

through adaptive feature selection, second-order optimization, and pruning of inactive neurons. Nu-

merical experiments demonstrate the effectiveness of our method and highlight cases where it offers

notable advantages over GP approaches. This work opens new directions for adaptive PDE solvers

grounded in rigorous analysis with efficient, learning-inspired implementation.

Title: Mixed Finite Element Methods for Boundary Control Problems Constrained by the Biharmonic

Equation

Authors: Karthik Kumar Vasudeva1,⋆ and Giorgio Bornia2

Affiliations: 1Texas Tech University, 2University of Bologna

Abstract: Boundary control problems governed by the biharmonic equation arise in a wide range

of applications, including deformation control of thin elastic plates, vibration and shape regulation

in aerospace structures, lithospheric flexure modeling in geophysics, and manipulation of micro- and

nano-scale devices. In many of these settings, the interior of the domain is inaccessible, and physical

actuation must be applied solely through boundary quantities such as displacements, slopes, moments,

or shear forces. This leads to boundary optimal control problems constrained by a fourth-order PDE,

where the control-to-state map naturally involves fractional Sobolev trace spaces such as H1/2(Γ)
and H−1/2(Γ). These nonlocal spaces enter the optimality system and create substantial analytical
and numerical difficulties. To overcome these issues, we adopt a lifting-function reformulation: for a

boundary control g defined on Γc , we construct a volumetric lifting w ∈ H1(Ω) satisfying γw = g . The
physical state is decomposed as u = ũ+w , where ũ satisfies homogeneous boundary conditions. This
transforms the boundary control problem into a distributed control problem posed entirely in integer-
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order Sobolev spaces. We employ the Hermann–Miyoshi (HM) mixed formulation, which introduces

the auxiliary stress tensor σ = ∇2(ũ+w), reducing the fourth-order biharmonic operator to a system of
second-order. This formulation avoids C 1 finite elements, satisfies a stable saddle-point structure under

standard assumptions, and incorporates material parameters through the moment tensor associated

with plate theory. We present a finite element discretization based on this HM mixed system and

develop a full C++ implementation of the resulting method. Numerical experiments demonstrate

stable behavior and expected convergence of both displacement and stress variables. The lifting–mixed

formulation provides a robust and flexible framework for treating boundary control problems without

the need for fractional Sobolev norms, and establishes a foundation for future comparison with pure

boundary control formulations.

Title: A Unified Neural Network Framework for Efficiently Solving Ordinary Differential Equations

Authors: Pavithra Venkatachalapathy1,⋆, Mallikarjunaiah S. M.2

Affiliations: 1Texas Tech University, 2Texas A&M University–Corpus Christi

Abstract: This work presents a unified deep learning framework for approximating solutions to non-

linear and singular ordinary differential equations (ODEs) using feedforward artificial neural networks

(ANNs). By formulating the solution process as an unsupervised optimization problem, the method

embeds the strong-form differential equation and the associated initial or boundary conditions directly

into a mean-squared loss function. The network is trained without requiring exact solution data,

relying instead on a small set of interpolated training points and backpropagation-based hyperparam-

eter optimization. The framework is applied to two classes of problems. First, we consider singular

nonlinear ODEs arising in physiological models. The proposed ANN approach effectively captures the

curvature of these challenging equations, achieving relative errors on the order of (10−4) to (10−7).
Second, we demonstrate the method on nonlinear boundary value problems from quantum mechan-

ics and nanofluid mechanics, including both a second-order nonlinear ODE and a coupled system of

third-order ODEs. In all cases, the ANN-generated solutions exhibit strong agreement with exact

solutions and high-accuracy numerical benchmarks such as Runge–Kutta methods. The study offers

several practical advantages: the architecture is simple to implement; no exact solutions are needed

during training; only a few sample points are required; and the method avoids mesh generation while

minimizing the number of learnable parameters. Notably, for coupled systems, the network accurately

satisfies boundary conditions without special initialization. Overall, this deep-learning framework pro-

vides a flexible, mesh-free, and highly accurate computational tool for solving a broad class of nonlinear

and singular ODEs, with strong potential for applications in fluid mechanics, heat and mass transfer,

and other engineering domains.

Title: Bounding the Generalization Error of ReLU Networks

Authors: Tom Winckelman1,⋆ and Simon Foucart1

Affiliations: 1Texas A&M University

Abstract: We study families of functions whose error on arbitrary unseen data can be mathematically

related to their error on a scattering of points, via a certain error bound. We present a complete

characterization of which families of functions satisfy our desired error bound, allowing us to test a

relatively tractable equivalent condition. Thus, we prove that the ReLU networks used in practice

do not satisfy our desired error bound. This is consistent with the empirical phenomenon that they

sometimes overfit. In the uni-variate case, we show that it is possible to impose simple inequality

constraints on the parameters of the ReLU network such that our desired error bound then holds,
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resulting in neural networks whose error on unseen data is properly controlled by the training error. In

order to train subject to these constraints, we develop a concrete optimization algorithm that fits such

a network to the data by solving a semi-definite program. In particular, the optimization algorithm

does not have hyper-parameters, in the usual sense, and produces a model that generalizes certifiably

well. It is unclear whether or not such robust and easy-to-tune methods could be extended to the

multi-variate setting.
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